




In 1943, Warren McCulloch
and Walter Pitts published a
mathematical model of a neuron.
About fifteen years later, Frank
Rosenblatt developed the Perceptron,
a machine that learned to recognize
simple patterns by adjusting its
internal "weights." The mathematical
neuron and the Perceptron were
separate milestones, years apart.



The honeymoon didn’t last. In 1969,
Marvin Minsky and Seymour Papert
published Perceptrons, exposing the
limits of single-layer perceptrons.
These simple networks could not
solve XOR: a basic logic task where
one input, but not both, must be true.

AI’s first winter unfolded over years,
as expectations and funding fell.
Britain’s 1973 Lighthill report helped
drive UK research cuts amid this
broader retrenchment.



Enter the 1980s and the art of the
constructive roast. In 1986, David
Rumelhart, Geoffrey Hinton and
Ronald Williams popularized
backpropagation for neural
networks, following earlier work by
Seppo Linnainmaa (1970) and
Paul Werbos (1974). Learning
from errors had a longer history.

Learning through
Backpropagation.













